
Chapter 13

Collaborative Memory Knowledge:   
A Distributed Reliabilist Perspective

Kourken Michaelian and Santiago Arango- Muñoz

Collaborative remembering, in which two or more individuals cooperate to remember together, 
is an ordinary occurrence. We will argue that, ordinary though it may be, it challenges traditional 
understandings of remembering as a cognitive process unfolding within a single subject, as well 
as traditional understandings of memory knowledge as a justified memory belief held within the 
mind of a single subject. Collaborative memory has come to be a major area of research in psy-
chology, but it has so far not been investigated in epistemology. In this chapter, we attempt an 
initial exploration of the epistemological implications of collaborative memory research, taking as 
our starting point the “extended knowledge” debate which has resulted from the recent encounter 
between extracranialist theories of cognition and externalist theories of knowledge (Carter et al., 
2014; Carter et al., forthcoming).

Various forms of socially and technologically augmented memory have played important roles 
in the extended knowledge debate, but the debate has so far not taken collaborative memory, in 
particular, into account. We will argue that the findings of research on collaborative memory sup-
port a novel externalist theory of knowledge: distributed reliabilism. In addition to differing from 
approaches such as Giere’s (2004) treatment of distributed cognition and Thagard’s (1997) treat-
ment of collaborative knowledge, distributed reliabilism departs in two important respects from 
both traditional reliabilism (Goldman, 2012) and updated theories such as extended (Goldberg, 
2010) and social reliabilism (Goldman, 2014). First, it acknowledges that belief- forming processes 
may extend extracranially to include processing performed both by other subjects and by techno-
logical artifacts. Second, it acknowledges that distributed sociotechnical systems themselves may 
be knowing subjects. Overall, then, the main aim of the chapter is to draw out the philosophical 
implications of psychological research on collaborative memory. But our argument will also sug-
gest that it may be useful to broaden the standard conception of collaborative memory to include 
not only the sorts of direct interactions among subjects that have been the focus of psychological 
research so far but also a range of more indirect, technology- supported and mediated interac-
tions, and it thus has implications for psychology as well.

The Extended Knowledge Debate
We will hone in gradually on collaborative memory. We begin, in this section, with a review of 
the basic outlines of the extended knowledge debate, introducing a distinction between extended 
and distributed memory systems. In the next section, we will look at the epistemology of extended 
memory. In the last section, we will look at the epistemology of distributed memory; it is here that 
collaborative memory research and the distributed reliabilist epistemology that it supports take 
center stage.
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Externalist Theories of Knowledge
What is knowledge? The question is controversial, but there is a rough consensus among episte-
mologists that knowledge has three ingredients, the first two being belief and truth. Beyond this 
consensus, there is little agreement: it is clear that knowing that P requires more than merely hav-
ing a true belief that P, but it is far from obvious what else might be required. Much of the action 
in epistemology therefore concerns the third ingredient of knowledge.1

In generic terms, the third ingredient of knowledge is usually referred to as “justification.” The 
available theories of justification fall into two broad categories. Internalist theories are so called 
because they maintain that justification is internal to the knowing subject, in the sense that, if a 
given factor affects the justificatory status of a belief, the subject can, at least in principle, become 
aware of the presence or absence of that factor by means of introspection alone. So, for example, 
coherentists argue that the justificatory status of a belief is determined by its place in the subject’s 
overall web of beliefs. This is an internalist theory because one is supposed to be able to look 
within oneself and grasp the relationships among his beliefs.

The externalist theories on which we will focus here, in contrast, maintain that justification need 
not be internal. Among the most influential forms of externalism is reliabilism, which is moti-
vated in part by the worry that internalist standards for knowledge are too high— so high, in fact, 
that subjects virtually never meet them. It is, for example, doubtful that we are actually capable of 
grasping the relationships among all of our beliefs, as coherentism requires. Reliabilists argue that 
the factor that determines whether a given belief is justified is simply the reliability of the process 
that produced it. For example, if a subject’s memory system tends to produce more true proposi-
tions than false propositions, then the process of forming beliefs by accepting what he seems to 
remember is reliable for that subject, and his memory beliefs can be said to be justified and, when 
they are true, to amount to knowledge. This is an externalist theory because we cannot determine 
the reliability of our belief- producing processes simply by looking within ourselves.

The form of reliabilism just described is known as process reliabilism. Process reliabilism con-
tinues to be influential, but a rival approach known as virtue reliabilism has increasingly eclipsed 
it in recent years. Just as process reliabilism is motivated in part by the worry that internalist stan-
dards for knowledge are too high, virtue reliabilism is motivated in part by the worry that process 
reliabilist standards for knowledge are too low. Consider the case of a subject who remembers his 
appointments by consulting an electronic calendar. Though the calendar appears to work nor-
mally, in fact it frequently malfunctions, indicating appointment times at random. Unbeknownst 
to the subject, however, his hard- working secretary systematically reschedules his appointments 
so that they occur at the times indicated by the calendar. The subject’s beliefs are formed by a 
reliable process (he is always on time for his appointments!), but intuitively he does not know the 
times of his meetings.

One natural thought about why this subject lacks knowledge is that the reliability of the relevant 
belief- producing process has nothing to do with his own cognitive abilities. This thought— known 
as the ability intuition (Pritchard, 2010)— is what motivates virtue reliabilists, who argue that 
knowledge can be analyzed, at least in part, in terms of the degree to which the formation of a 
true belief by the subject is due to his cognitive abilities or agency. The version of virtue reliabilism 
which has received the most attention in the context of the extended knowledge debate is what we 
will refer to as weak virtue reliabilism. As Pritchard (2010) formulates it, weak virtue reliabilism 
says that, if subject S knows proposition P, then “S’s true belief that P is the result of a reliable 

1 We set aside issues concerning the Gettier problem and epistemic luck. 
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belief- forming process which is appropriately integrated within S’s cognitive character such that 
his cognitive success is to a significant degree creditable to his cognitive agency.”

Extracranialist Theories of Cognition
The extended knowledge debate concerns the compatibility of epistemologies such as weak virtue 
reliabilism with theories of distributed or extended cognition. Distributed cognition refers to the 
tradition of research in cognitive science which focuses primarily on cognition in complex socio-
technical systems involving multiple human and technological components (Hutchins, 1995; 
1996). Extended cognition, in turn, refers to the current in philosophy of mind which focuses pri-
marily on cognition in systems centered on a single human subject augmented by external tech-
nological or, in some cases, social resources (Clark & Chalmers, 1998; Clark, 2008). For present 
purposes, we have no stake in the debate over the relative merits of the distributed and extended 
frameworks; what matters is the core extracranialist claim, common to both frameworks and 
rejected by intracranialists (Adams & Aizawa, 2008), that cognitive processes are best viewed as 
(sometimes) exceeding the bounds of the individual brain (see also van den Hoven et al.; Wilson, 
Chapters 14 and 22).

Cases of externally augmented memory are at the heart of arguments for extracranialism. 
Extended cognition theorists tend to emphasize relatively simple cases in which external techno-
logical resources are recruited to supplement individual memory. Clark and Chalmers (1998), for 
example, ask us to consider Otto, a hypothetical Alzheimer’s patient, who, to compensate for his 
failing memory, regularly consults a notebook in which he records information that he expects to 
need, arguing that, if we want to understand Otto’s behavior, we must treat him and his notebook as 
constituting a single extended memory system. In addition to this sort of technological extension, 
Clark and Chalmers consider the possibility of social extension, but, in both cases, the unit of analy-
sis for the extended cognition theorist remains the technologically or socially augmented individual.

Distributed cognition theorists, in contrast, tend to emphasize remembering in more complex 
sociotechnical systems. Hutchins’ (1995) classic treatment of the system, consisting of the mem-
bers of the human crew plus the relevant instruments, responsible for allowing an airplane cockpit 
to remember its speeds, is representative. Hutchins argues that the memory of the cockpit cannot 
be reduced to or inferred from the memory of any individual crew member. Nor can it be reduced 
to the memories of all human crew members. Instead, if we want to be able to understand the 
behavior of the cockpit, we need to treat it— including both humans and artifacts— as a single 
distributed memory system.

In line with both extended and distributed frameworks, we want to emphasize that an adequate 
understanding of memory will take both social and technological dimensions into account. There 
are several reasons for this emphasis. First, while theoretical arguments for distributed cognition 
have, to some extent, informed collaborative memory research (Michaelian & Sutton, 2013), the 
latter has for the most part focused on purely social systems, as opposed to hybrid sociotechni-
cal systems, and one aim of this chapter is to suggest an expansion of the focus of collaborative 
memory research to include technological, as well as social dimensions of remembering (see also 
Hoskins; van den Hoven et al., Chapters 21 and 22). Second, though there are exceptions (e.g., 
Palermos, 2015), most work in social epistemology has focused on remembering in social groups, 
ignoring the contributions of technological artifacts, and another aim of this chapter is to empha-
size the relevance of technology for social epistemology. Finally, while social epistemology has 
arguably neglected technology, the extended knowledge debate has grown out of individual rather 
than social epistemology, and its primary focus has been on technologically augmented systems; 
a further aim of this chapter is to urge participants in the extended knowledge debate not to lose 
sight of the importance of the social dimension of extracranial cognition.
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Extracranialism and Knowledge
We have introduced two distinctions: between internalism and externalism, and between intra-
cranialism and extracranialism. The extended knowledge debate is about the relationship between 
externalism and extracranialism. It is tempting to think that these two views fit together naturally. 
Combining them, however, turns out to be more difficult than one might expect, and there is no 
guarantee that all forms of externalism are compatible with extracranialism. In particular, while 
all that process reliabilists care about is whether a given belief was produced by a reliable process, 
virtue reliabilists care not only about whether the belief was produced by a reliable process, but 
also about whether that process was integrated with the agent’s cognitive character in such a man-
ner that his cognitive success was attributable to his cognitive agency to a significant degree. In 
cases where the majority of the cognitive processing resulting in the formation of a true belief was 
performed by extracranial resources, it may be difficult to maintain that the process in question 
was integrated in the agent’s character in the requisite manner.

Many of the contributions to the extended knowledge debate are thus concerned with showing 
that theories like weak virtue reliabilism are indeed compatible with extracranialism. Pritchard 
(2010) has argued that, even in simple cases, the subject’s cognitive agency may make a significant 
contribution to the formation of a true belief. For example, due to Otto’s active role in setting up, 
maintaining, and using his notebook, the notebook is arguably integrated into his cognitive char-
acter in a way that allows his cognitive success, when he forms a true belief by relying on the note-
book, to be significantly creditable to his cognitive agency. If this is right, then when Otto forms 
a true belief by relying on the notebook, the belief may, given weak virtue reliabilism, amount to 
knowledge. This strategy is fairly plausible with respect to the Otto case, but it is unclear how far it 
generalizes. What the partisan of weak virtue reliabilism would need to show is that, in every case 
(or at least in central cases) in which the subject relies on an external resource in forming a true 
belief, the subject’s own cognitive agency plays a significant role. The extended knowledge debate 
has tended to focus on hypothetical cases of external memory that are simplified to the point of 
being stylized at best and unrealistic at worst. We argue here that bringing the debate into closer 
contact with research on extended and distributed memory makes it clear that the strategy does 
not, in fact, generalize.

The Epistemology of Extended Memory
We first briefly consider extended memory, arguing that the role of the subject’s agency in such 
systems is highly variable. This conclusion undermines weak virtue reliabilism, and, after consid-
ering and ruling out alternative forms of extended virtue reliabilism, we will argue that a form of 
extended process reliabilism is better able to accommodate extended memory.

External Memory
In previous work (Michaelian, 2012), we have argued that any subject capable of remembering 
must cope with two problems. First, the selection problem: when faced with a need for informa-
tion, the subject must choose between retrieving it from memory and relying on some other 
cognitive resource. For example, he might choose between remembering the result of a calcula-
tion and performing the calculation anew. Second, the endorsement problem: when the subject 
does retrieve information from memory, he must determine whether to endorse it or, rather, to 
reject it. We initially conceived of these problems without reference to external memory; taking 
external memory into account complicates things somewhat (Arango- Muñoz, 2013). The selec-
tion problem becomes the extended selection problem, which arises because the subject must 
choose between relying on various internal and external resources. For example, he might choose 
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between asking someone else for the answer to a question, looking it up on the Internet, and rely-
ing on his own internal memory. Similarly, the (internal) endorsement problem is supplemented 
by the external endorsement problem, which arises because the subject must determine whether 
or not to endorse information retrieved from an external resource. For example, after retrieving 
information online, the subject must determine whether to endorse this version of the facts or to 
search for another one.

How do subjects solve these problems? Our suggestion is that metacognition often plays a key 
role. Metacognition can be defined as the capacity to monitor and control cognitive processes 
(Nelson & Narens, 1990), and it has been argued that doxastic (Michaelian, 2012), subpersonal 
(Clark, 2015), or feeling- based (Arango- Muñoz, 2013) metacognition may feed into selection and 
endorsement. We focus here on feeling- based metacognition.2 Notable examples of metacognitive 
feelings include the feeling of knowing, the feeling of confidence, the feeling of error, the feeling of 
forgetting, and the tip- of- the- tongue phenomenon (Arango- Muñoz & Michaelian, 2014). On the 
one hand, these feelings influence selection by motivating the subject either to retrieve informa-
tion from internal memory or to seek out an appropriate external resource. A feeling of knowing, 
for example, might motivate him to search his internal memory. On the other hand, they can 
also motivate the subject to endorse retrieved information. A feeling of confidence, for example, 
might motivate him to endorse information received from another subject or from a technolog-
ical resource.

It is tempting to conclude that, if subjects often rely on metacognitive feelings to solve the selec-
tion and endorsement problems, their agency usually plays a significant role in the formation of 
beliefs based on external memory. In fact, however, the role played by agency appears to be highly 
variable. Consider first the extended selection problem. An internal strategy is normally quicker 
but costlier, since it requires working memory and attention; moreover, it is often less accurate. An 
external strategy is often more accurate but has sensory- motor costs and is normally less efficient; 
that is, it takes longer. In some cases, subjects successfully assess such trade- offs by relying on 
metacognitive feelings (Reder, 1987). For example, Kalnikaité and Whittaker (2007) have shown 
that reliance on external memory correlates with subjective reports of the feeling of uncertainty 
(i.e., we resort to external memory primarily when we feel uncertain about internal memory). 
This result dovetails nicely with Sparrow et al.’s (2011) finding that subjects resort to searching for 
information on the Internet primarily when they do not know the answer to a question. Although 
the subject’s agency clearly plays an important role in these cases, there are other cases where 
selection seems to be effectively blind and the contribution of the subject’s agency is correspond-
ingly minimal. A subject may gain knowledge by asking someone on the street for directions or 
the time, even if she selects her informant more or less randomly. Indeed, in some cases the sub-
ject may not, strictly speaking, select at all— she simply relies on a habitual source and acquires 
knowledge without displaying any agency.3

The role played by agency in the external endorsement problem is similarly variable. Subjects 
often rely on metacognitive feelings when determining whether to endorse externally retrieved 
information. Thus, a feeling of truth would motivate endorsement (Reber & Unkelbach, 2010), 
whereas a feeling of error would motivate rejection (Gangemi et al., 2015). However, there are also 
many cases in which agency does not appear to play a significant role. In the case of testimony, 

2 This reflects our assessment of the relative importance of these forms of metacognition, but a more exten-
sive treatment would explore the roles of all forms of metacogniton.

3 Our argument here presupposes a view of agency on which habitual action suggests a lack of agency, but 
there is room for opposing views (e.g., Sutton et al. 2011).
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for example, there seems to be a default tendency to endorse information provided by others 
(Michaelian, 2010): intuitively, we feel that we monitor testifiers for deception, but in fact there is 
considerable evidence that we do not routinely monitor for dishonesty and are not good at detect-
ing it when we do monitor (Vrij, 2008). In many technological cases, agency likewise seems to play 
a limited role. Sensitivity to the inaccuracy of retrieved information depends on prior knowledge 
(Sparrow & Chatman, 2013) and, when they lack relevant prior knowledge, subjects will be unable 
to meaningfully evaluate retrieved information.

Extended Reliabilism
As far as the role of agency in extended memory systems goes, then, we are faced with a contin-
uum of cases. At one extreme, we have cases in which the subject clearly plays an active role in 
both selection and endorsement. In such cases, the contribution of the subject’s agency presum-
ably meets the standard of significance that proponents of weak virtue reliabilism have in mind. 
At the other extreme, however, we have a class of cases in which the subject’s agency appears to 
make only a negligible contribution to solving both the selection and the endorsement problems. 
In such cases, it is at best unclear whether the contribution of the subject’s agency meets the rele-
vant standard of significance.

In response to this problem, we might opt to replace weak virtue reliabilism with a form of 
extended virtue reliabilism. Green (2012), for example, considers a view similar to the follow-
ing socially extended virtue reliabilism: if S knows that P, then the abilities that contribute to the 
formation of S’s belief that P deserve significant credit for S’s knowing P, whether those abilities 
are contributed solely by S or also by other subjects. Taking into account the fact that the same 
metacognitive feelings may shape our reliance on both social and technological resources suggests 
moving to an alternative form of socially and technologically extended virtue reliabilism: if S knows 
that P, then the abilities that contribute to the formation of S’s belief that P deserve significant 
credit for S’s knowing P, whether those abilities are contributed solely by S or also by other human 
and nonhuman resources.

Socially and technologically extended virtue reliabilism, however, raises a problem: intuitively, 
credit for an accomplishment can be assigned only where there is agency, and the nonhuman 
components of extended cognitive systems will in general not qualify as agents in a suitably rich 
sense. The need to assign credit to the nonhuman components of an extended system might be 
avoided by modifying socially and technologically extended virtue reliabilism so that it instead 
refers to assigning credit to the extended system as a whole. But such a view would raise much the 
same problem. Credit for an accomplishment can be assigned only where there is agency, and (as 
we will argue) extended cognitive systems will in general not qualify as agents in a rich sense (but 
see Kirchhoff & Newsome, 2012). Socially and technologically extended virtue reliabilism thus 
appears not to be a viable option.

Given the close relationship between virtue reliabilism and process reliabilism, it is natural at 
this point to consider adopting some form of the latter, thereby dispensing with references to 
agency in our account of knowledge. Doing so will require us to sacrifice the ability intuition. But 
while adopting process reliabilism comes at a cost, that cost might be worth paying in order to 
avoid incompatibility with the reality of extended memory systems.

If we adopt a form of process reliabilism, which form of the theory should we adopt? In princi-
ple, we might simply return to an intracranialist form of process reliabilism, but this move would 
be implausible in light of the indispensable role of extracranial resources, including external mem-
ory, in enabling subjects to form true beliefs. That role lends support, for example, to Goldberg’s 
(2010) socially extended process reliabilism, which sees epistemically relevant belief- forming pro-
cesses as extending into other human subjects but not into nonhuman technological resources. 
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There does not, however, appear to be a principled reason for distinguishing between processing 
performed by humans and processing performed by technological artifacts (Michaelian, 2014a), 
and it is thus more natural to move to socially and technologically extended process reliabilism, 
which sees epistemically relevant belief- forming processes as extending both into human subjects 
and into nonhuman technological resources. Like socially and technologically extended virtue 
reliabilism, socially and technologically extended process reliabilism is consistent with the fact 
that the same metacognitive feelings may shape our reliance on social and technological resources. 
It thus represents a further step in the direction of an epistemology capable of accommodating 
knowledge based on socially and technologically augmented memory. We will argue in the next 
section, however, that socially and technologically extended process reliabilism does not go far 
enough, as it fails to take into account the possibility that, even if they do not qualify as agents, 
distributed memory systems may qualify as knowing subjects.

The Epistemology of Distributed Memory
When one remembers with others, those others may play a variety of different roles. So far, we 
have focused on one relatively simple role: others can serve as sources of information which is 
incorporated into one’s own memories, that is, they can serve as external memory stores. Cases 
in which others serve as external memory stores already involve partly extracranial processes, in 
the sense that the behavior of a subject who relies on an external memory store cannot be fully 
understood if we ignore the flow of information between him and the store. When the subject 
has reliable access to the store, for example, he may tend to (internally) remember how to retrieve 
information from the store, rather than remember the content of the information itself (Sparrow 
et al., 2011). While remembering in extended memory systems is a partly extracranial process, 
such systems remain subject- centered, in the sense that, though the subject’s agency may some-
times play a negligible role in directing the overall memory process, he remains the ultimate locus 
of control in the system. We turn now to the more complex interactions among subjects (and 
artifacts) that give rise to distributed (rather than extended) memory systems. In many such sys-
tems, including those studied in collaborative memory research, there is no longer a clear locus 
of control, and we will argue that, even if one component of a given system plays a particularly 
central role (e.g., that of a dominant narrator; Cuc et al., 2006), it is often the system as a whole 
that is appropriately viewed as the remembering entity.

Distributed Memory
Collaborative memory research covers a broad spectrum of social influences on memory (Rajaram 
& Pereira- Pasarin, 2010). At one extreme are cases (e.g., socially shared retrieval- induced forget-
ting) in which remembering, though subject to important social influences, can still be under-
stood in intracranial terms. Cases at this extreme align with what Wilson (2005) refers to as the 
social manifestation thesis, according to which remembering is a social process in the sense that an 
individual’s remembering sometimes depends for its occurrence on the presence of other people. 
Given our focus here, we will, strictly speaking, be concerned not with the social manifestation 
thesis but with what we can refer to as the social and technological manifestation thesis, accord-
ing to which remembering is a social and technological process in the sense that an individual’s 
remembering sometimes depends for its occurrence or features on the presence of other peo-
ple or technological resources. Partway along the spectrum are cases (e.g., collaborative inhibi-
tion) which can only be adequately described by taking the group of remembering subjects into 
account but in which it may not be necessary to treat the group itself as a remembering agent. 
At the other extreme are cases (e.g., transactive memory) in which it appears to be necessary to 
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treat the group itself as constituting a remembering entity. Cases at this extreme align with what 
Wilson refers to as the group mind thesis, according to which remembering is a social process in 
the sense that groups themselves may sometimes remember. Given our focus here, we will, again, 
be concerned not with the group mind thesis but with what we can refer to as the sociotechnical 
system mind thesis, according to which remembering is a social and technological process in the 
sense that sociotechnical systems themselves may sometimes remember.4

We begin at one extreme of the spectrum. Research on the social contagion of memory has 
firmly established that exposure to information provided by others can reshape one’s memory 
(Roediger et al., 2001; see also Gabbert & Wheeler; Paterson & Monds, Chapters 6 and 20). While 
the social contagion paradigm views social influence on memory as a unidirectional process, 
with influence flowing from speaker to audience, research on conversational remembering more 
broadly emphasizes that social influence is in fact a bidirectional process, allowing conversational 
remembering to reshape the memories of both audience and speaker. This bidirectional process is 
illustrated by research on retrieval- induced forgetting (Hirst and Echterhoff, 2008; see also Hirst 
& Yamashiro, Chapter 5). Within- individual retrieval- induced forgetting (WI- RIF) occurs when 
retrieval of an item by a subject both strengthens his memory for the retrieved item and causes 
forgetting of other, related items. Socially shared retrieval- induced forgetting (SS- RIF) occurs 
when retrieval of an item by a speaker similarly— but more surprisingly— also causes forgetting 
of other, related items in his listeners (Cuc et al., 2007; Stone et al., 2012). This effect apparently 
occurs because listeners concurrently retrieve the same information as the speaker. In the con-
text of conversational remembering, in other words, WI- RIF gives rise to SS- RIF. Conversational 
remembering thus tends to cause agents to converge on common memory representations, giving 
rise to a simple form of shared memory (Fagin et al., 2013; Stone et al., 2013).

In line with our suggestion that the domain of collaborative memory research be broadened to 
include the effects of interactions with technologies as well as people, we note that external mem-
ory technologies might in principle give rise to effects analogous to SS- RIF. Consider a small- scale 
distributed memory system consisting of a human subject interacting with a web browser config-
ured to prompt him with possible completions (drawn from his browsing history) when he begins 
to type a web address in the navigation bar. Being prompted in this manner might well result in 
strengthened memory for certain addresses and forgetting of other, related addresses. Moreover, 
if the web browser is designed to respond adaptively to the user, it, too, might be subject to a form 
of retrieval- induced forgetting. A sufficiently sophisticated web browser will modify future sug-
gested completions on the basis of past accepted completions, strengthening its “memory” for 
accepted completions and eventually “forgetting” rejected completions. Thus, such a distributed 
memory system might display patterns of shared memory analogous to those observed in SS- RIF 
in groups of human subjects.

Similar effects might also occur in larger- scale systems involving multiple human and techno-
logical components. Consider a system consisting of multiple users interacting via a social net-
working website. On such websites, the prominence with which a given item is displayed to a given 
user is often in part a function of the amount of attention that it has received from other users in 
his social network. As some items are displayed more prominently and others less prominently 

4 By offering the examples of collaborative inhibition and transactive memory, we do not mean to suggest 
that, as we move along the spectrum, the effects of collaboration are increasingly beneficial. It is consistent 
with our view that (as a matter of contingent fact) more collaborative forms of memory are less beneficial 
and that less collaborative forms of memory are more beneficial. Our concern here is not with the benefits 
provided by collaboration but with the extent to which forms of collaborative memory satisfy the group 
mind thesis.
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or not at all, the user’s memory may be reshaped through retrieval- induced forgetting, with the 
former becoming easier for him to recall and the latter being forgotten. This, in turn, may feed 
back into his own activity on the website, determining how much attention he pays to various 
items. Since his activity influences the items that other users in his social network see, they may 
be subject to a similar effect, leading to a form of widely distributed SS- RIF.

Setting aside speculation on SS- RIF in hybrid sociotechnical systems, the key point is that, in 
groups— such as married couples— characterized by frequent, ongoing conversational remember-
ing, SS- RIF tends to give rise to shared memory representations. There is therefore a clear sense 
in which SS- RIF research is concerned with distributed memory systems. This form of distributed 
memory, however, can be accounted for by the social (or the social and technological) manifes-
tation thesis. The systems in question can be understood entirely in terms of individual- level 
mechanisms such as covert retrieval. There is no sense in which the system itself remembers, 
above and beyond the sense in which the individuals who constitute it remember.

While research on SS- RIF is concerned with what individuals remember in social contexts, 
research on collaborative recall (Basden et al., 1997; Weldon & Bellinger, 1997) is in an important 
sense concerned with what social groups themselves remember. Collaborative recall thus brings 
us to the midpoint of the spectrum between mere social manifestation and genuine group minds. 
Research on collaborative recall has consistently identified two superficially opposed effects 
(Barnier & Sutton, 2008; Betts & Hinsz, 2010; Weldon, 2000; see also Blumen; Henkel & Kris; 
Rajaram, Chapters 4, 8, and 24). On the one hand, a form of what Larson (2009) refers to as “weak 
synergy” occurs when the quantity of information recalled by a group remembering together 
is greater than that recalled by any of its members individually. This presumably occurs in part 
because group members remember nonoverlapping sets of items. On the other hand, collabora-
tive inhibition occurs when the quantity of information recalled by a group remembering together 
is less than that recalled by a nominal group (i.e., than the sum of the nonredundant items indi-
vidually recalled by the same number of people, working independently). Collaborative inhibi-
tion occurs because individuals recall less when remembering in groups than when remembering 
individually. A number of possible mechanisms may be at work here (Rajaram & Pereira- Pasarin, 
2010; Thompson, 2008), but the key mechanism appears to be retrieval disruption, in which the 
retrieval strategies employed by different group members interfere with each other (Basden et al., 
1997). The retrieval disruption hypothesis is supported by the observation that, in conditions in 
which group members are likely to use similar retrieval strategies, collaborative inhibition can be 
overcome or even reversed, allowing the real group to recall more than the nominal group. Such 
“collaborative facilitation” has been found with groups of experts in a given domain (Meade et al., 
2009), as well as with married couples (Harris et al., 2014). Overall, the potential benefits of col-
laborative recall are likely to be maximized, and its costs minimized, in stable, continuing groups 
(Harris et al., 2011; 2014).

It is unclear whether research on collaborative recall supports a move from the social (and 
technological) manifestation thesis to the group mind (or sociotechnical system mind) thesis. 
On the one hand, collaborative inhibition cannot be adequately described without reference to 
what a real— as opposed to a nominal— group remembers: if our focus is on remembering as a 
strictly intracranial process or on groups as mere aggregates of noninteracting individuals, we will 
miss the effect entirely. On the other hand, the collaborative recall paradigm may not capture a 
genuinely emergent form of group- level memory, since, in the cases at issue, the reference to the 
group does no real work: nominal groups remember more than individuals, but they do so in a 
purely aggregative sense (Pavitt, 2003; Theiner et al., 2010). Cases of collaborative inhibition may 
be different, since the effect occurs only in real groups, causing groups to remember less than they 
otherwise might. Nevertheless, the retrieval disruption hypothesis identifies an individual- level 
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mechanism as being responsible for the occurrence of the effect, so even here it is unclear whether 
we are entitled to view remembering as a group- level process.

The finding that collaborative facilitation sometimes occurs in stable, continuing groups, how-
ever, does bring us a step closer to a view of remembering as a group- level process. Group- level 
memory is the focus of research on transactive memory (Hollingshead et al., 2011; Wegner, 1987; 
Wegner et al., 1991), which refers to the sharing across group members of responsibility for the 
different stages and aspects of the memory process. Broadly speaking, a transactive memory sys-
tem (TMS) consists of two components (Theiner, 2013). Its representational component includes 
both the first- order (declarative and procedural) memories of its members and their meta- level 
knowledge of each other’s memories. Its procedural component includes the various (implicit and 
explicit) communication processes through which group members assign responsibility for and 
coordinate performance of the memory process. TMSs often perform better than individuals do 
on their own, at least with respect to tasks that lend themselves to a division of cognitive labor (e.g., 
Liang et al., 1995; see Ren & Argote, 2011 for a review). Theiner (2013) points out that the members 
of a TMS have nonoverlapping memories, so they are not interchangeable: that, if enough members 
of a TMS are removed, the system will fail, again due to members’ nonoverlapping knowledge; that 
a TMS’s history makes a difference to its performance, so disassembly and reassembly may affect its 
ability to remember; and that, since a TMS is welded together in part by its members’ knowledge 
of what each member of the system is responsible for knowing, cooperative and inhibitory actions 
among its members are critical to its function. Appealing to Wimsatt’s (1986) notion of emergence, 
Theiner concludes that TMSs constitute a form of emergent group- level memory, in the sense that 
the group has a memory capacity of its own, over and above those of its individual members.

Most empirical research in this area focuses on the quantitative effects of transactive memory, 
but TMSs may manifest qualitative forms of emergence as well. Focusing on married couples, who 
are particularly likely to form transactive memory systems, Harris et al. (2014; cf. Sutton et al., 
2010) point to several additional forms of emergence: emergence of new information (information 
that neither individual is capable of remembering on his own); emergence of increased “quality” 
(greater emotional richness and episodic detail); and emergence of new forms of understanding 
(e.g., recontextualizing the significance of an event) (Barnier et al., 2014; Harris et al., 2011). Each 
of these cases offers an example of the form of organization- dependence highlighted by Theiner in 
his argument: the married couples in question perform as integrated systems, as opposed to mere 
aggregates of individuals. Thus there is a strong case to be made for viewing TMSs as remember-
ing entities in their own right, bringing us to the other end of the spectrum between mere social 
manifestation and genuine group minds.

Before turning to the epistemology of emergent group- level memory, we briefly consider ways 
in which TMSs might incorporate technological resources, thus supporting the sociotechnical 
system mind thesis. It is useful here to bear in mind the distinction between a TMS’s first- order 
memory and its meta- level knowledge. As far as first- order knowledge is concerned, we have 
already seen that technological resources often serve as external memory stores and are subject 
to much the same sort of metacognitive monitoring as both other subjects and internal memory; 
hence there would seem to be no barrier to incorporating such resources into TMSs. Indeed, 
from an extracranialist perspective, this is to be expected, and the focus of most TMS research 
on purely social systems, as opposed to mixed sociotechnical systems, is likely misplaced. The 
possibility of hybrid sociotechnical TMSs receives further support from one of the few studies 
investigating such systems. Treating families coping with a member’s memory impairment as dis-
tributed cognitive systems, Wu et al. (2008) found that such groups tend to rely heavily on techno-
logical supports (ranging from calendars to personal digital assistants), with nonimpaired family 

OUP UNCORRECTED PROOF – FIRSTPROOFS, Wed Sep 06 2017, NEWGEN

oso-9780198737865-Meade-Ch11-20.indd   240 9/6/2017   7:50:30 PM



the epiSteMology of diStributed MeMory 241

members serving not only as sources of first- order information but also carrying out metacogni-
tive functions by developing and maintaining the technological supports.

As far as such metamemory functions are concerned, it is useful to distinguish between small 
groups, such as families, and larger groups, such as business organizations. In small groups, it 
is possible for individuals to use their onboard metamemory capacities to keep track of which 
component— whether human or technological— is responsible for knowing what. Interestingly, 
this opens up the possibility of a division of cognitive labor at the metamemory level as well as the 
first- order level, with different members of the TMS having different responsibilities with respect 
to the technological components of the TMS. For example, Harris et al. (unpublished data) have 
found that, in married couples, one spouse often has primary responsibility for the maintenance 
and use of external memory stores. Such divisions of metacognitive labor are likely to be even 
more vital to the functioning of large- scale TMSs, since transactive memory does not scale up 
well, due to increased demands on members’ metamemory capacities with increased group size 
(Moreland, 2006; Ren & Argote, 2011; Theiner, 2013). One proposed means of enabling transac-
tive memory in larger groups involves a division of metacognitive labor between human and tech-
nological components, allowing the technological components to take over crucial metamemory 
functions, such as keeping track of which component is responsible for knowing a given piece of 
information (Nevo & Wand, 2005; Theiner, 2013).

The general moral is that the role of artifacts should not be left out of our accounts of collabora-
tive remembering. Just as we miss many of the patterns and mechanisms responsible for the suc-
cesses and failures of human remembering if we treat it as a purely intracranial process, ignoring 
the vital roles played by other people, we miss many of the important patterns and mechanisms if 
we treat remembering as a purely social process, ignoring the vital roles played by technological 
artifacts (see also Hoskins; van den Hoven et al., Chapters 21 and 22).

Distributed Reliabilism
In the previous section, we suggested that the workings of extended memory systems, in which 
the subject’s agency often plays a secondary role, support moving from virtue reliabilism to a form 
of socially and technologically extended process reliabilism. In this section, we suggest that the 
workings of distributed memory systems support moving further, to a form of socially and tech-
nologically distributed process reliabilism.

We have argued that, while some of the memory phenomena investigated under the heading of 
collaborative memory, such as SS- RIF, support the relatively weak social and technological mani-
festation thesis, others, such as transactive memory, support the much stronger sociotechnical sys-
tem mind thesis. A similarly nonreductionist view of transactive memory was voiced by Wegner 
(1987), who viewed a TMS as “a knowledge- acquiring, knowledge- holding, and knowledge- using 
system that is greater than the sum of its individual member systems.” More recently, Barnier et al. 
(2008) have argued along the same lines that the transactive memory framework “captures a truly 
shared memory system,” in the sense that it “predicts that memories recalled by the individuals 
in the transactive systems will be more than the sum of individual memory.” Transactive memory 
thus represents a potential step toward distributed process reliabilism.

Attributions not only of memory but of any cognitive capacity to social groups or sociotechni-
cal systems have, of course, been subject to numerous objections (see Wilson, 2005). While we 
cannot deal with all such objections here, we can respond to one that is particularly relevant to the 
question of collaborative memory knowledge. Intuitively, treating distributed memory systems as 
remembering entities presupposes treating them as cognitive agents, but there are real concerns 
about the legitimacy of attributions of agency to groups or to sociotechnical systems. Indeed, we 
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have conceded that such attributions are to be rejected. Hence, it seems that we must reject the 
claim that distributed memory systems are themselves remembering entities.

In principle, we might respond to this objection by arguing that being a remembering entity 
does not in fact presuppose being a cognitive agent. But a more promising move is to grant that 
being a remembering entity presupposes being a cognitive agent but to argue that the sense of 
cognitive agency at issue here does not pose a problem for our account. Wilson (2005) usefully 
distinguishes between two related notions of agency. Functional agency is the minimal notion: it 
requires only that the system has control over what lies within its boundaries and autonomy with 
respect to what lies without its boundaries. Cognitive agency is a somewhat more demanding but 
still fairly minimal notion: it requires functional agency, plus cognitive capacities. TMSs have the 
right sort of internal control and external autonomy to qualify as functional agents. Since they 
inherit the cognitive capacities of their constituent members, moreover, they would appear to 
qualify as cognitive agents.

Why, then, have we granted that such systems should not be counted as agents? We granted this 
point in response to a form of virtue reliabilism that would have required us to assign credit or 
responsibility for cognitive success and failure to extended memory systems. Such assignments 
presuppose a richer notion of agency:  what we might refer to as responsible cognitive agency, 
where responsible cognitive agency requires cognitive agency, plus responsibility. There is no clear 
sense in which a TMS, for example, might be assigned responsibility for its cognitive success and 
failures, and it is in this sense that we have suggested that extended and distributed memory sys-
tems do not qualify as cognitive agents: they may be cognitive agents simpliciter, but they are not 
responsible cognitive agents.5 Since process reliabilism does not require assignments of credit or 
responsibility, cognitive agency simpliciter is sufficient for socially and technologically distributed 
process reliabilism, which simply extends process reliabilism by allowing distributed cognitive 
systems to count as knowing subjects. Our position, then, is that some extended and distributed 
memory systems qualify as cognitive agents in a sense rich enough to support distributed reliabi-
lism, but weak enough to be theoretically unproblematic.

In the broader debate over group knowledge, socially and technologically distributed process 
reliabilism aligns with nonsummativism in the debate between summativists and nonsummativ-
ists (Quinton, 1975). Summativists accept that groups can have beliefs only in a derivative sense; 
for example, a group G might be said to believe that P when all or most of the members of G 
believe that P. Nonsummativists maintain that groups can have beliefs that diverge from those 
of their members; G might in principle believe that P, even if most of the members of G do not 
believe that P.

Nonsummativism can be motivated by noting that certain voting procedures, for example, can 
result in a group adopting a position that is held by few or none of its members. As collaborative 
memory research shows, a divergence between the beliefs of a group and those of its members 
can also arise more organically in the process of remembering together, with the emergence of a 
shared memory that deviates from the memories held by individual group members, for example 
through the recombination and recontextualization of individual memories.

If distributed cognitive systems are capable of (nonsummatively) holding beliefs, the reliability 
of the distributed processes responsible for generating those beliefs can in principle be deter-
mined. Some might deny that an evaluation of the reliability of a distributed cognitive process 

5 There may be room for views on which groups can be assigned responsibility for their cognitive successes 
and failures. However, while a considerable amount of work has been done on the concept of collective 
moral responsibility, to our knowledge little work has been done on the concept of collective epistemic 
responsibility.
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suffices to ground an evaluation of the epistemic status of the resulting belief, on the grounds that 
distributed cognitive systems are not appropriate subjects of epistemic evaluation. Giere (2004), 
for example, endorses distributed cognition but rejects distributed knowledge. He rejects distrib-
uted knowledge, however, because he rejects distributed agency, and, as we have seen, a notion 
of agency weak enough to allow us to count distributed cognitive systems as agents is available. If 
distributed cognitive systems can be viewed as cognitive agents, at least in a minimal sense, it is 
meaningful to view them as knowers, again perhaps in a minimal sense.

To treat distributed cognitive systems as even minimal knowers is already to go further than 
most epistemologists have been willing to go, but it is not unprecedented. One view which is 
similar in spirit to socially and technologically distributed process reliabilism is Thagard’s (1997) 
treatment of “collaborative knowledge.” Thagard’s focus is on the benefits for reliability that can be 
derived from collaboration in scientific inquiry. While we have touched on the costs and benefits 
of collaboration in remembering, our focus is different: socially and technologically distributed 
process reliabilism is concerned not with the effects on reliability of collaboration in remembering 
but rather with the nature of collaborative memory knowledge itself, which we analyze in terms 
of reliability. Thus, while similar in spirit, the two views are ultimately concerned with different 
questions.

A view which is closer to socially and technologically distributed process reliabilism is the “social 
process reliabilism” defended recently by Goldman (2014). Goldman distinguishes between “ver-
tical” and “horizontal” dimensions of the justification of group beliefs. The vertical dimension 
sees the justificatory status of a group’s beliefs in terms of their relationship to the beliefs of its 
members. The horizontal dimension sees the justificatory status of a group’s beliefs in terms of 
the group- level process for producing those beliefs. Goldman’s focus is largely on the vertical 
dimension (e.g., on the effects of different belief- aggregation rules). In contrast, since we treat the 
group itself as a remembering subject, our focus is on the horizontal dimension. With respect to 
the horizontal dimension, Goldman suggests that the process reliabilist criterion for justification 
is applicable at the level of the group. Hence, the key difference between our view and his is that 
our view is meant to cover not only systems consisting of human subjects but also hybrid systems 
consisting of human subjects and technological artifacts.

Concluding Remarks
While socially and technologically distributed process reliabilism goes further than most episte-
mologists have been willing to go, it does not— at least in the version defended here— go as far 
in the direction of socially and technologically distributed knowledge as one might in principle 
go. Our focus here has been on remembering and memory knowledge in relatively small- scale 
sociotechnical systems. In principle, we might attempt to extend our argument to very large- scale 
systems as well— moving from the sort of collaborative memory exemplified by TMSs to the sort 
of collective memory that operates at the level of societies and nations. This sort of move would not 
be unprecedented. Anastasio et al. (2012), for example, have argued that the very same processes 
of memory consolidation occur both at the level of individuals and at the level of whole societies. 
Nevertheless, there are good reasons to suppose that the notion of collective remembering, and 
hence the notion of collective memory knowledge, should not be taken literally. Regardless of 
whether the parallels that Anastasio et al. (2012) see between individual and collective consoli-
dation in fact obtain (and there is reason to doubt that they do; Michaelian, 2014b), societies are 
unlikely to display sufficient control and autonomy to count as cognitive agents in even a minimal 
sense. Distributed reliabilism is thus most plausibly seen as applying to collaborative but not to 
collective memory knowledge.
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Setting collective memory aside, the take- home points are the following. Epistemology risks 
going astray when it tries to analyze knowledge from the armchair. This risk is clearly illustrated 
by the extended knowledge debate, which has tended not to take relevant data from cognitive sci-
ence and psychology into account and has thus produced implausible accounts of extended and 
distributed knowledge. Our method in this chapter was to attempt to counteract this tendency by 
taking relevant data into account in order to produce a more plausible account of extended and 
distributed knowledge, focusing on collaborative memory knowledge in particular. Extracranialist 
approaches to cognition have provided convincing reasons to hold that remembering, rather than 
unfolding entirely within the brain, crosses the boundary between the individual and external 
social and technological resources, and in some cases— such as transactive memory— is best 
viewed as a process occurring at the level of the distributed sociotechnical system as a whole. 
Virtue reliabilism, including extended and distributed forms of the theory, appears to be unable 
to account for the knowledge produced by extended and distributed remembering. In contrast, 
distributed reliabilism is better able to accommodate extended and distributed memory knowl-
edge: setting aside the considerations of agency on which virtue reliabilism focuses, the distrib-
uted reliabilist argues that the beliefs produced by extended and distributed remembering are 
justified— and count as knowledge— simply because (and to the extent that) extended and dis-
tributed remembering are reliable. Distributed reliabilism thus provides an empirically plausible 
account of collaborative memory knowledge.
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